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As the World Wide Web has become more and more integrated into various aspects of everyone’s daily lives, a catch phrase has recently gained dominance in online conversations: “Web 2.0.”  This term carries a connotation of distributed content creation.  Instead of web content being the exclusive domain of technically adept gurus, now a growing arsenal of server tools allow people with essentially no programming experience to effortlessly contribute to the vast information network.  Not only are we creating content, but we are labeling and organizing it in ways that make it easy to quickly seek out information of direct relevance to our interests.  Web tagging has become an essential tool in the organization of the internet, and is improving the process of rapidly acquiring information.
This paper will explore some of the issues surrounding web tagging.  It will discuss the purpose behind tagging, review several websites that make use of this technique, and perform critical analysis on the pros and cons of this tool.
The remainder of this article is organized as follows.  Section 1 will attempt to capture the significance of web 2.0 as it examines a few key details regarding its rise.  Section 2 gives a definition of tagging and multiple examples of the use of tags.  Section 3 provides a survey of systems that use tagging and describes some of the different techniques they use.  Section 4 discusses the relative merits and distinctive differences between the two closely related concepts of tagging and categorizing.  Sections 5 and 6 extend this with discussions of additional advantages and disadvantages of tagging.  Section 7 discusses a proposed standardization of tags called metadata, which could become an integral part of future web design.  Finally, Section 8 draws conclusions about the role of tagging in evolving computer technologies.

I. Modeling Reality
During a keynote address to the Siggraph convention in 1996, the late comedy science fiction author Douglas Adams gave a concise but funny perspective on the history of computers.  At first, when computers could only work with numbers, people thought that the computer was a kind of elaborate adding up machine.  Then, we learned how to use the numbers to represent letters, and so the computer became a typewriter.  As computer graphics become more common and more powerful, we realized that the computer was not a typewriter either, but a television with a typewriter stuck in front of it.  Finally, as the World Wide Web became ubiquitous and rapidly delivered media was the order of the day, we discovered that a computer is a singing, dancing brochure.

On a more serious note, Adams went on to conclude that “Of course, the computer isn't any of these things. These are all things we were previously familiar with from the real world which we have modeled in the computer, so that we can use the damn thing. Which should tell us something interesting: The computer is actually a modeling device.  Once we see that, we ought to realise that we can model anything in it. Not just things we are used to doing in the real world, but the things the real world actually prevents us from doing.” [1]
Douglas Adams had a vision that an internet-enabled computer would someday become a new kind of tool, drastically different from all previous forms of media.  Part of that vision included an online version of his fictional book, The Hitchhiker’s Guide to the Galaxy.  In April of 1999, The Digital Village, a company co-founded by Adams, created the website h2g2.com.  The goal was to create “an unconventional guide to life, the universe and everything, an encyclopaedic project where entries are written by people from all over the world.” [2]  Just as in his novels, Adams envisioned a way in which thousands of people could collaborate on a loosely organized collection of information that would span the entire human experience.
Sadly, Adams died in May of 2001 before he could see this concept fully realized.  Like many powerful ideas, this one was a product of the cultural zeitgeist, and was independently realized by more than one group.  Wikipedia (http://en.wikipedia.org) was launched with similar goals on January 15, 2001, just four months before Douglas Adams’ death.  Wikipedia bills itself as “a free encyclopedia that anyone can edit.”  People are able to surf onto the Wikipedia site, create an account, create or edit an article on any topic, and retain a complete archive of all changes.

Despite criticisms that Wikipedia articles are often biased, inaccurate, prone to vandalism, and breeding a new generation of intellectual sluggards, today Wikipedia has become so popular that it is almost a shadow internet in itself.  Do a Google search for any esoteric topic, and as likely as not the Wikipedia entry on that subject will be on the first search page returned, if not actually the very first hit.

To illustrate this point, the blog “The Google Cache” posted the following results:

“While everyone has noticed Wikipedia dominating Google’s search results, this is a little outrageous. After grabbing 600 random pages from Wikipedia (using their special:random link), I conducted searches in Google for each of the titles of the Wikipedia entries. Out of the 600, 580 were in the top 10.” [3]
Scholars tend to dismiss Wikipedia as a highly unreliable reference source.  However, Wikipedia should not necessarily be thought of as an encyclopedia at all.  Serious researchers should not pick a random web page or blog entry, copy the contents, and treat them as an infallible source.  Wikipedia – like the internet itself – is not a primary resource.  It is a collection of opinions, put together by enthusiasts rather than by experts, and organized for easy access.

Wikipedia is useful not for its supply of (questionably) accurate knowledge, but for its technique of organizing information in such a way that it can be easily and rapidly retrieved by association with terms that intelligent users can easily relate to.  This, in its essence, is tagging.  Perhaps we might find that this is the realization of Douglas Adams’ dream: That computers should not be adding machines, or typewriters, or televisions, or brochures.  They are something entirely new.
II. What is web tagging?
In the simplest terms, a tag is a keyword or brief phrase that describes a concept, or “resource.”  There are no restraints on the vocabulary, and any resource may be tagged.  The item being tagged may be a person, place, or thing; it may be a website or a news story; it may be an activity or an abstract philosophical term.  A given resource can be assigned multiple tags. [4]
For an example, let us consider a photograph on Flickr, a popular photo storage site.
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Figure 1: “Carefree Summer Splashing,” uploaded to Flickr.com by user CountryDreaming, at http://www.flickr.com/photos/95994086@N00/866697635/
This picture depicts a pair of horses, one white and one black, drinking from a watering hole.  The picture has been given the following tags by users: “Georgia”, “horse”, “horses”, “water”, “watering hole”, “watering holes”, “splashing”, “wet”, “happy”, “fun”, “NaturesFinest”, “ABigFave”.

All of the tags presented describe some aspect of this picture, although some are more informative than others.  For instance, if you were searching for the term “horses” or “watering hole,” you might expect to come across a picture exactly like this one.  If you were searching for the term “wet,” you might find a variety of loosely related images.  Indeed, following the links to a page entitled “all public photos tagged with wet” yields numerous unrelated pictures: among them are a gray, drizzly day in Washington state, and a woman in a bikini being splashed by a wave at the beach.  “ABigFave” is obviously descriptive only to the person who tagged it that way.
Clearly, then, a single tag taken in isolation will not necessarily generate overall understanding of the object being tagged.  Taken as a whole, however, all the tags assigned to an object can be more useful than a single “best fit” term for the picture.  In this way, tagging resources differs from the alternative scheme of simply assigning categories to them.  This picture could be summed up by placing it in a single category, labeled “horse”; however, it would then lose the nuance of also being labeled as “watering hole” or “nature.”  Categorizing objects causes isolation, a point which will be further explored later on in this paper.

Another unique feature of web tagging is that it is a social activity.  On many sites that support tags, the tags that you create for an object are visible to other users, and other users’ actions can influence your own decisions about the tags you pick.  For example, Del.icio.us (http://del.icio.us) is a social bookmarking site, designed to replace the old system of recording web addresses in a browser.  Pronounced “delicious,” this site comes with plug-in utilities for popular browsers, which allow users to “tag” a site and immediately enter labels for it.

Instead of creating tags in a vacuum, users can immediately view the most popular tags that have been assigned by other members of del.icio.us.  For instance, when attempting to tag the main page at utexas.edu, the following tags are suggested, in order of popularity: “ut,” “austin,” “school,” “education,” “texas,” “university,” “college,” “universities.”

Community tagging can be useful because if you don’t know what tag to apply to something, you can always just browse the tags that other people have applied.  On del.icio.us, the list of popular tags appears as soon as you select a site to tag.  You also get a bit of intelligent parsing on the tags you have already given to other resources, suggesting which ones might be appropriate for the new resource.

Due to the open-ended nature of tags, naturally different people will have different perspectives on what sorts of tags they wish to assign.  For instance, a high school student who is collecting information about numerous colleges would probably include the tag “universities,” whereas a UT student would probably not even consider that tag.  A professor, of course, might tag the UT site as “work,” along with department-specific information.  Clearly, tags are not universally applicable, even among users looking at the same resource.  They are more of a collection of opinions held by different users.

III. A survey of systems that use tagging
Tagging is increasingly used for a wide range of elements on the internet.  Some sites provide the means for users to create original content and tag it as they write.  The most obvious examples of this phenomenon are web logs, or “blogs” for short.  Some blogging sites, such as Blogspot (http://www.blogspot.com), now provide native support for authors to put tags directly into their own new posts.  For other blogs, sites such as Technorati.com allow users to add tags to off-site blog posts and provide scripts to include tag links at the bottom of posts.

Other sites are designed to share collections of information.  Wikipedia and other wikis were developed to gather data on general information, or domain knowledge about a specific field.  They use categories to organize topics, but unlike systems that use a strict hierarchy, a given wiki article may be placed in multiple categories.  This makes the categories functionally similar to tags, where each tag is itself a member of one or more hierarchies.  For instance, the Wikipedia article on “Turing Machine” is placed in the categories “Recursion theory | Alan Turing | Computational models | Formal methods | English inventions | Theoretical computer science”.  In turn, the “Alan Turing” category is a member of the categories “Categories named after scientists | English mathematicians | Computer pioneers | Modern cryptographers” and so on.

Although Wikipedia is designed to be an encyclopedia and cover a wide spectrum of human knowledge, there are many other specialized wikis that use the same scheme.  Wiktionary.org is a wiki dictionary.  Wikiquote.org is a collection of famous quotations, including historical quotes as well as those from movies, television, and literature.  Some wikis are even more specialized, such as YPPedia (http://yppedia.puzzlepirates.com), a wiki dedicated entirely to documenting mechanics of the online game “Yahoo Puzzle Pirates”; or “Iron Chariots” (http://wiki.ironchariots.org), an atheist wiki co-created by this author and dedicated to responses to apologetics.

Tagging is also being used increasingly for systems that deal with the archiving of personal items, such as email and photo albums.  Gmail (http://mail.google.com), which was launched by Google on April 1, 2004, eventually became one of the first email systems to use tagging as its main archival system.  Later, popular email clients such as Mozilla Thunderbird followed this lead and introduced tagging into their software.  Email tagging is not generally collaborative, since email is a highly personal resource to most people.
There are similar services which use tags to help users organize personal data.  As mentioned earlier, Flickr is used to organize personal photo albums with tags.  Google Docs (http://docs.google.com) can be used to store online documents and spreadsheets in formats that are nominally compatible with the Microsoft Word and Excel formats.  In both cases, users have the option to make the resources private, public, or available only to selected individuals and groups.

Social networking sites, such as MySpace (http://www.myspace.com), Facebook (http://www.facebook.com), and the dating site OkCupid (http://www.okcupid.com) allow users to “tag” themselves by interests, schools attended, jobs, and current geographical location, allowing people to browse each other’s profiles for similar backgrounds.
Finally, social bookmarking sites allow users to add tags to any site, article or program on the web.  Besides Del.icio.us, other sites such as Digg (http://www.digg.com) and Reddit (http://www.reddit.com) allow users to highlight new web pages and articles, while others rate the submission according to interest level.  The result is that these sites have created created both a network of people with similar interests, and a simple scoring system that allows spectators to quickly browse for interesting pages. 

IV. Tagging or Categorizing: Which makes more sense?
Tagging resources is a fundamentally different exercise from categorizing them.  As cognitive psychologist Rashmi Sinha wrote in her blog post, “A cognitive analysis of tagging”, any given subject activates a number of related concepts in the brain.

For example, I come across the book "Snowcrash" in my library. Immediately a number of related semantic concepts get activated: "book", "science fiction", "Neal Stephenson", "Zodiac". Other concepts might be more personal; e.g., "favorite author", "airplane trip". Still other concepts activated might be more about the physical characteristics, e.g., "paperback", "bad condition".

How do we know this? Cognitive psychologists have explored this phenomenon by asking by asking people to list semantic associations with an object, and mapping the type and frequency of associations. Another method is to use implicit memory measures to probe what concepts have been activated. With the advent of fMRI, it is possible to correlate such concept activation to changes in blood flow to difference parts of the brain. [5]
Sinha points out that when you categorize a resource, you must choose a single category from among all the different concepts that you have associated with the resource.  Going back to an earlier example, what would be the single category that best describes the image on Flickr of horses at a watering hole?  Among the tags already assigned, “horses” appears to make the most sense.  However, the mental connections are often not that simple.

Suppose that this were one picture among many taken at the same watering hole.  The photographer has taken numerous shots at the same location, and wishes to search for all images in his collection that were at this watering hole in Georgia.  If the picture had only one category instead of many tags, there would be no structural identification with other pictures of the same place.
Many objects we encounter in the real world do lend themselves to strict classification systems.  For instance, Carl Linnaeus identified a hierarchical pattern in the interrelatedness of species, leading him to publish Systema Naturae in 1735, in which he classified all living organisms according to the familiar scheme of “Kingdom, phylum, class, order, family, genus, species.”  Although these particular distinctions are no longer used by biologists, the broad concept of putting animals in a tree structure is one that remains true to scientific understanding today.  Years later, Darwin’s theory revealed the mechanism by which all living things descended from common ancestors, and provided an explanation for why Linnaeus’ classification could correctly characterize organisms without any genetic crossover between species.
However, the real world is full of objects which are not organisms.  Golder and Huberman identify one major problem in The Structure of Collaborative Tagging Systems:

For example, consider a hypothetical researcher who downloads an article about cat species native to Africa. If the researcher wanted to organize all her downloaded

articles in a hierarchy of folders, there are several hypothetical options, of which we consider four:
1. c:\articles\cats 


all articles on cats

2. c:\articles\africa 

all articles on Africa

3. c:\articles\africa\cats 

all articles on African cats

4. c:\articles\cats\africa 

all articles on cats from Africa

Each choice reflects a decision about the relative importance of each characteristic. Folder names and levels are in themselves informative, in that, like tags, they describe the information held within them (Jones et al. 2005). Folders like 1. and 2. make central the fact that the folders are about “cats” and “africa” respectively, but elide all information about the other category. 3. and 4. organize the files by both categories, but establish the first as primary or more salient, and the second as secondary or more specific. However, looking in 3. for a file in 4. will be fruitless, and so checking multiple locations becomes necessary. [7]
Real objects are seldom neatly separated into recursively contained bins.  We routinely recognize patterns among unrelated items.  For example, an apple is not composed of similar material to a piece of wax that is molded and colored to look like an apple; yet they activate similar concepts in our brains.  Should the wax version be filed under “fruit / apple”?  Or under “art / sculpture”?  With categorization, we have to pick one.  With a tagging scheme, all are acceptable.
V. Other advantages of tagging

There are several additional reasons why tagging makes sense as a way of organizing data.  Web tags are intuitively accessible to non-technical users, who do not need to put much thought into hierarchical organization before adding labels.  This allows for the creation of an expanding confluence of ideas, which was dubbed a “folksonomy” by Thomas Vander Wal in 2004. [8]  “Folksonomy” is a portmanteau word implying a folk taxonomy, a classification of concepts generated by multiple, often non-expert users.
Tags are easily searchable, offering keywords that can be used by a database.  This allows a search engine to have a higher level “understanding” of what are the important features of a resource.  By contrast, a brief textual description is less reliable as a searching guide, since it may also include many irrelevant and meaningless words.  Tags are far more likely to focus on what the user believes are important descriptors.

Tags also promote the ability to display data in new and interesting ways, making information about a resource more accessible to human users, who value visual feedback. An example of this type of visual display is a tag cloud, in which the most common tags are displayed in the largest font, allowing quick perusal of a long list of terms.
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Figure 2: The most popular tags in Flickr

In the example above, we can easily see what Flickr users use most as picture subjects.  It does not require a discerning eye to scan the list and see that people commonly take pictures of events, such as “party,” “vacation,” and “wedding,” as well as popular vacation spots, such as “Japan,” “London,” and “California.”  Though this format means little to a computer search engine, it is an example of the ways in which computers can present data in a format that is meaningful to human clients.
VI. Drawbacks of Tagging

While tagging is a powerful and useful tool in many ways, there are several problems with it.  Chief among these is the lack of a standard vocabulary for all contributors to use.  Not only do resources mean different things to different people, but words themselves can have different meanings.  One problem is that of polysemy, the capacity for a word or phrase to have multiple meanings. For instance, if you search for resources tagged with the word “fly,” you might receive a lot of results involving airplanes, birds, and other things that fly – when all you were looking for are links pertaining to a certain species of winged insect.

A related problem is that of synonymy, the property of multiple words having the same meaning.  The danger of synonymy is that resources which are similar might get spread out among different tags, which dilutes the effectiveness of a search.  Earlier, it was noted that the utexas.edu site is commonly tagged in Del.icio.us with both the labels “university” and “college.”  A user searching for “university” might miss resources that are mostly tagged as “college,” even though they would probably be satisfied with a union search of the two terms.  Similarly, key words in tags are sometimes written in singular form and sometimes plural.  A system which allows both risks having the same resources divided among different tags.  Some users try to solve this problem by entering both the singular and the plural form: both “university” and “universities,” both “horse” and “horses.”  However, this multiplies the number of words entered in the system, and makes it all the more difficult to keep track of resources that do not have all the applicable tags.
VII. Metadata: The standardization push

There is currently a movement to standardize the way web tags are applied, pushing for a standard set of metadata tags to be added to most web resources.  An article in the April 2002 edition of D-Lib Magazine highlights two prominent metadata initiatives: The Dublin Core Metadata Initiative (http://dublincore.org/) and the Institute for Electrical and Electronics Engineers (IEEE) Learning Object Metadata (LOM) Working Group [8].  The Dublin Core group seeks to standardize metadata that pertains to all forms of media, such video, sounds, images, text, and web pages.  The Dublin specification includes a limited set of metadata elements, such as Title, Creator, and Subject.  The IEEE group has a broader application in mind: they seek to create metadata for “any entity, digital or non-digital, that may be used for learning, education or training.”
In principle, the use of consistent metadata is intended to create a standard for using tags to improve searching capabilities.  Critics of metadata argue that such standards are useless without a broad base of support, and that it is unreasonable to expect a significant proportion of people to adopt the same standards on a given subject.  Cory Doctorow, a science fiction author and technology journalist, refers to the goals of standardized metadata as “metacrap” and declares that although a “world of exhaustive, reliable metadata would be a utopia,” the notion is an unrealizable pipe dream, for a number of reasons which include:

1. People lie about the tags they put on resources.

2. People are too lazy to rigorously apply the standards.

3. People make stupid mistakes, such as invalidating tags with the use of bad spelling and grammar.

4. There are too many equally valid ways to describe the same resource. [9]
VIII. Conclusion
Web tags may never be the panacea that web 2.0 enthusiasts hope they will be.  An article in the online satirical newspaper, “The Onion,” suggested that the next logical step for the Google corporation is “Google Purge,” an ambitious project whereby all the objects on earth which cannot be cataloged and indexed would be destroyed.

"Our users want the world to be as simple, clean, and accessible as the Google home page itself," said Google CEO Eric Schmidt at a press conference held in their corporate offices. "Soon, it will be." [10]

The inherent comedy in this scenario comes from an understanding that the world will never be simple, clean, and accessible.  Computer data systems rely on order and structure.  The human mind is good at processing ambiguity and contradictory inputs.  It is a part of the human experience.
At best, we can hope that computers will continue to aid us in our quest for knowledge; being a repository of the sum of written human thought, which can help to reveal previously hidden connections between concepts.  Douglas Adams’ vision of a vast network of computers that provides a supportive model of the real world may not be so far out of our reach.
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